EVALUATION OF EFFECTS OF JPEG2000 COMPRESSION ON A COMPUTER-AIDED DETECTION SYSTEM FOR PROSTATE CANCER ON DIGITIZED HISTOPATHOLOGY

Scott Doyle, James Monaco, Anant Madabhushi *
Rutgers University
Dept. of Biomedical Engineering
Piscataway, NJ, USA

Stefan Lindholm, Patric Ljung, Lance Ladic
Siemens Corporate Research
Princeton, NJ, USA

John Tomaszewski, Michael Feldman
University of Pennsylvania
Dept. of Surgical Pathology
Philadelphia, PA, USA

ABSTRACT
A single digital pathology image can occupy over 10 gigabytes of hard disk space, rendering it difficult to store, analyze, and transmit. Though image compression provides a means of reducing the storage requirement, its effects on computer-aided diagnosis (CAD) and pathologist performance are not yet clear. In this work we assess the impact of compression on the ability of a CAD system to detect carcinoma of the prostate (CaP) on histological sections. The CAD algorithm proceeds as follows: Glands in the tissue are segmented using a region-growing algorithm, and the size of each gland is extracted. A Markov prior (specifically, a probabilistic pairwise Markov model) is employed to encourage nearby glands to share the same class (i.e. cancerous or non-cancerous). Finally, cancerous glands are aggregated into continuous regions using a distance-hull algorithm. We trained the CAD system on 28 images of whole-mount histology (WMH) and evaluated performance on 12 images compressed at 14 different compression ratios (a total of 168 experiments) using JPEG2000. Algorithm performance (measured using the under the receiver operating characteristic curves) remains relatively constant for compression ratios up to 1:256, beyond which performance degrades precipitously. For completeness we also have an expert pathologist view a randomly-selected set of compressed images from one of the whole mount studies and assign a confidence measure as to their diagnostic fidelity. Pathologist confidence declined with increasing compression ratio as the information necessary to diagnose the sample was lost, dropping from 100% confidence at ratio 1:64 to 0% at ratio 1:8192.

1. INTRODUCTION
Digitized images of large tissue samples, such as whole-mount histology (WMH) sections of the prostate, can constitute more than 10 GB of data. On a daily basis a large pathology lab may process hundreds of such studies. This volume of data presents several challenges to digital pathology: 1) Storage becomes prohibitively expensive. 2) Telepathology, the transmission of digital images over computer networks, is untenable. 3) It becomes impossible to employ sophisticated computer-aided diagnosis (CAD) systems. Mitigating these issues requires a method for reducing image file size while retaining diagnostic fidelity [2].

Compression algorithms are a common method for decreasing the storage size of images. The ratio of an uncompressed file size to its compressed size is known as the compression ratio. There are two main methods of compression: lossless, which are fully reversible but are limited by a low compression ratio, and lossy, which achieve high compression ratios at the cost of reduced image quality. In digital pathology, loss of image quality can adversely affect the ability of both a CAD system [3] and a pathologist [4] to perform analysis.

The majority of previous research into the impact of compression of histological images relied on visual quality as measured by a pathologist. For example, Foran, et al. [4] determined which compression ratios were suitable for diagnosis using telepathology. To our knowledge very few papers attempt to quantitatively measure the effects of compression on an automated system: López, et al. [3] found that the differences in nuclei counts as performed by their automated system were not significantly affected by compression ratios of up to 1:46. In this work we evaluate the impact of JPEG2000 compression on the ability of a computer-aided diagnosis (CAD) system to detect carcinoma of the prostate (CaP) on WMH histological sections. The goals of this work are twofold: 1) To evaluate the efficacy of JPEG2000 compression on WMH sections in the context of CAD performance, and 2) to explore the robustness of our CAD algorithm to different compression ratios at a specific magnification. Our previously-developed CAD system [1] proceeds as follows: Step 1) glands are segmented, Step 2) the segmented glands are classified as malignant or benign, and Step 3) the malignant glands are consolidated into continuous regions. The system was shown to detect CaP regions with a sensitivity of 88% and accompanying false positive rates of the 10% [1]. In the current study, we used a database of 40 WMH images (28 training, 12 testing) to determine the robustness of the CAD algorithm to lossy compression. Our testing set of 12 WMH images were compressed via JPEG2000 at 14 different ratios (a total of 168 experiments) and evaluated for to determine the robustness of the CAD algorithm to lossy compression. For completeness we also perform a reader study, wherein a pathologist is asked to provide a confidence measure as to the diagnostic fidelity for different degrees of compression.

2. METHODOLOGY
2.1. Image Compression Algorithm
The JPEG2000 compression standard and coding system is a popular wavelet-based algorithm capable of preserving visually percep-
Fig. 1. JPEG2000 compression on (a) an original histopathology image at (b) 1:16, (c) 1:256, and (d) 1:4096 compression ratios. Black contours identify the cancer region in (a)-(d). The region of interest shown in the lower-left quadrant on (a)-(d) has been magnified in (e)-(h) to illustrate differences in gland detection and segmentation at different ratios. Shown in the bottom row are the results of the CAD algorithm [1] on the original (i) and compressed (j)-(l) images, with blue indicating cancerous glands and the red contour indicating the consolidated region of cancerous glands. Results are fairly robust until compression ratios greater than 1:256. Note that performance decreases as a result of compression effects at the gland level (h), where detection of glands is impossible.

2.2. Prostate Cancer Detection and Classification

Figure 1(a) illustrates a prostate histological (tissue) section. The pinkish hue results from the H&E staining procedure. The superimposed black line delimits the spatial extent of CaP as determined by a pathologist. The numerous white regions are the gland lumens, i.e. cavities in the prostate through which fluid flows. Our automated system identifies regions of CaP by leveraging two biological properties: 1) cancerous glands (and hence their lumens) tend to be smaller in cancerous than benign regions and 2) malignant/benign glands tend to be proximate to other malignant/benign glands.

2.2.1. Gland Segmentation

Figure 2 illustrates the gland segmentation procedure. We extract the luminance channel of the digitized section (CIE Lab color space), where gland regions appear as contiguous, high intensity pixels circumscribed by sharp boundaries (Figure 2(a)). We convolve the image with a Gaussian kernel at multiple scales to generate multiple smoothed images (Figure 2(b) illustrates one such image.). The local maxima (i.e. single pixel peaks) are considered to be lumen centers (Figure 2(c)), which serve as seeds for a region-growing algorithm.
That is, the seed to the next aggregated pixel exceeds a predetermined threshold. Let the set $\omega$ optimal $X$. The random variable $Y$ are independent variables with the greatest intensity. $CR$ and $CB$ are updated, and the process continues. The algorithm terminates when the $L_\infty$ norm from the seed to the next aggregated pixel exceeds a predetermined threshold. That is, the $L_\infty$ norm establishes a square bounding box about the seed. The growing procedure terminates when the algorithm attempts to add a pixel outside this box. During each iteration the algorithm measures the boundary strength which is defined as the average intensity of the pixels in $IB$ minus the average intensity of the pixels in $CB$. After the growing procedure terminates, the region with the greatest boundary strength is selected. The boundary strength is below a predetermined signal-to-noise ratio, it is discarded.

2.2.2. Gland Classification

Let the set $S = \{1, 2, \ldots, N\}$ reference the $N$ segmented glands in a histological image. Each gland has an associated state $X_s \in \Lambda \equiv \{\omega_1, \omega_2\}$, where $\omega_1$ and $\omega_2$ indicate malignancy and benignity, respectively. The random variables $Y_s \in \mathbb{R}$ indicates the area of gland $s$. Let $X = (X_1, X_2, \ldots, X_N)$ and $Y = (Y_1, Y_2, \ldots, Y_N)$ refer to all random variables $X_s$ and $Y_s$ in aggregate. The state spaces of $X$ and $Y$ are the Cartesian products $\Omega = \Lambda^N$ and $\mathbb{R}^{D_N}$.

We use maximum a posteriori (MAP) estimation to find the optimal $X$ given the feature vector $Y$, i.e. we maximize the a posteriori probability $P(X|Y)$. This probability is proportional to the product of the conditional probability $P(Y|X)$ and the prior distribution $P(X)$. The conditional probability models the area of the glands, as cancerous glands tend to be smaller in size than benign glands [5]. The prior distribution incorporates the biological tendency for cancerous/benign glands to appear near other cancerous/benign glands. More specifically, $P(X)$ is modeled using probabilistic pairwise Markov model (PPMM) [1], a novel Markov prior which is both more flexible and intuitive than typical Markov priors (such as the Potts model). Both the conditional and prior distributions can be learned via training.

2.2.3. Gland Consolidation

Glands determined to be cancerous are consolidated into continuous regions. To perform this consolidation we use a modified form of the convex hull called distance hull or Dhull [1]. Unlike the convex hull, Dhull places a restriction on the maximum distance between consecutive points on the hull, thus allowing the formation of non-convex boundaries which can better conform to the true CaP regions.

3. EXPERIMENTAL SETUP AND EVALUATION

The dataset consists of 40 prostate histology sections stained with hematoxylin and eosin (H&E), obtained from radical prostatectomies at the University of Pennsylvania and Queens University in Canada. Each sample contains regions of CaP ranging in malignancy from Gleason scores six to eight, and is digitized at 1.25x optical magnification (8 μm per pixel) using an Aperio slide scanner. The CaP regions on each digitized sample are manually delineated by a pathologist using a black contour in an image editor.

### 3.1. Experiment 1: Automated Cancer Detection via CAD

Twenty eight of the histological sections (uncompressed) were used to train the CAD system described in Section 2.2. The remaining 12 images were each compressed at 1:1, 1:2, \ldots, 1:8192, yielding a test set of 168 images. To assess system performance we define the following measure: true positives (TP) indicate the area of the HSs denoted as cancerous by both the pathologist and CAD, and similarly we define true negatives (TN), false positives (FP), and false negatives (FN). From these we obtain two additional measures: the true positive rate TP/(TP+FN) and the false positive rate FP/(TN+FP).

The performance of the CaP detection system with respect to all preceding measures is influenced by the (user-supplied) probability that a gland is malignant (or one minus the probability it is benign). Varying this probability from zero to one yields a receiver operator characteristic (ROC) curve. To arrive at a measure that is independent of the prior probability we can calculate the total area under the ROC curve (AUC). Therefore, to evaluate the impact of compression ratio on the performance of the CaP detection system we choose to measure the AUC for each group of 12 images sharing the same compression ratio. This produces 14 total AUCs (one for each compression ratio).

### 3.2. Experiment 2: Pathologist Reader Visual Inspection

An expert pathologist was instructed to state the confidence in their ability to identify the regions of CaP for a single whole-mount section at 1.25x magnification. The confidence measure ranges from 0 to 100, with 100 being absolute certainty and 0 indicating the absence of diagnostic information. To prevent previously-viewed im-
ages from influencing subsequent confidence measures, the images were considered serially from the most- to the least-compressed.

Fig. 3. (a) Plot of evaluation metric (AUC) as the compression level increases. CAD performance is fairly consistent up until a compression ratio of 1:256 when performance falls off. (b) Plot of pathologist confidence in correctly identifying spatial extent of CaP on a single whole-mount histology section at the 1.25x magnification as compression level increases. Note that a decrease in confidence does not correlate with a decrease in accuracy.

4. RESULTS AND DISCUSSION

4.1. Experiment 1: CAD Performance on Compressed Images

4.1.1. AUC vs. Compression Ratio

Quantitative classification results are shown in Figure 3(a), with the AUC for each compression ratio plotted as a function of compression ratio. The independent axis is plotted using a log (base 2) scale. For compression ratios up to 1:256 there is very little degradation in classifier performance. At higher compression ratios performance decreases rapidly; as seen in Figure 1(h), the gland detection algorithm can no longer identify the lumens.

4.1.2. Qualitative Evaluation of CaP Regions

Figure 1(e) shows a portion of an uncompressed image that contains several glands. Notice that the number and relative sizes and shapes of the gland segmentations are very consistent up to a compression ratio of 1:256 (Figures 1(e)-(g)). As the compression ratio reaches increasingly higher levels, details become lost and the algorithm can no longer find the lumen regions (Figure 1(h)).

4.2. Experiment 2: Reader Inspection of Compressed Images

The reader confidence in classification is plotted in Figure 3(b) as a function of compression ratio. The pathologist is quite confident in classifying the cancerous regions in the image until compression ratio reaches around 1:64, at which point confidence begins to decrease.

Note that we are making a distinction between confidence and accuracy; although the pathologist becomes much less confident at ratios exceeding 1:64, this may not necessarily signify a commensurate reduction in detection performance. The pathologist reading is drawing information from not only morphological features (size and shape of gland areas), but also on the texture and nuclear arrangement which are not modeled by the CAD system. These features are more likely to be affected by an increase in compression ratio.

5. CONCLUDING REMARKS

The effects of lossy compression on the analysis of histology images is not well understood. In this paper, we evaluated the impact of image compression with respect to the ability of a CAD algorithm to identify CaP regions on whole-mount histology sections. Specifically, we applied our previously-developed CAD system to 12 images compressed at 14 different compression ratios using JPEG2000 for a total of 168 CAD experiments. System performance was shown to be very robust for compression ratios up to 1:256. Beyond this level performance dropped off sharply. As can be easily seen in the images in Figure 1, this drop-off results from the inability of the CAD system to detect the individual glands. Local high frequency information is lost at high compression rates, thus we should expect a decline in CAD performance when gland size becomes small in relation to remaining high frequency information (less such information will remain for higher compression rates).

We also had an expert pathologist evaluate the effects of compression on diagnostic image quality. Interestingly, the pathologist perceived degradation at compression ratios that did not affect CAD performance. This is not unexpected. Whereas the CAD algorithm only considers the size of the glands, a pathologist interprets additional information such as glandular morphology and the coloring from the H&E stain. Perhaps these attributes degrade more quickly with compression than does glandular area. This suggests that it might be useful to store images at one compression ratio for visual analysis and at another for automated CAD analysis. Additionally, different CAD systems (for the same task) would likely vary in their robustness to compression. For example, those using co-occurrence matrices to extract textural features would likely be very sensitive to the removal of high frequency information. It remains to be seen whether similar CAD robustness observed here will hold for higher level tasks, such as determining the malignancy of cancerous tissue at which a much higher magnification might be required. In general, the impact of compression is a function of many factors such as the compression scheme, the general task, and the specific algorithmic implementation. Further research is needed to better understand these dependencies.

6. REFERENCES